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Introduction to the Dataset  

 

The Enron Email Corpus was made publicly available by the Federal Energy Regulatory 

Commission after the 2001 accounting scandal and bankruptcy that engulfed the large company 

[1].  This current Kaggle dataset contains over 500,000 individual emails from over 150 users 
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who were mostly in senior management, between the years of 1998 and 2002[1,3,4]. All the 

emails are contained in a single CSV file that is 1.3GB in size. Since emails often contain 

confidential information, there are laws restricting access to email servers. This corpus is one of 

two datasets available to researchers for email analysis but this is also the only one that is 

available to the public,free of charge[2]. Many researchers have conducted various Natural 

Language Processing techniques and social network type analysis on this dataset and have 

gained many insights into areas of email intent, email classification, and extracting tasks from 

email subjects  [1,3,4]. This is a thoroughly studied dataset and will serve as a good case study 

for us to apply and learn various machine learning methods on. One major challenge we 

encountered is that this dataset is not annotated with labels on the types of emails that are 

present. Although many researchers have annotated this dataset for their research, none of 

them are available for public use. Much processing was done by us in order to gain the insights 

we seek, which are mentioned in section 5.  

Data description, including attributes/features. 

The dataset consists of 517,401 unique rows and two columns, one titled “file” and one titled 

“message”; the data type contained in both fields are of type “string”. The “file” column is a short 

string containing information on the sender of the email and the file where it was found (for 

example, the sent folder). The information contained in the message column is a single string 

which contains a number of categories like “To”, “From”, the timestamp of the email, the subject 

of the email, the message body and different symbols like newline characters (\n). See AppFig 

1a and 1b in the appendix. 

Exploratory Data Analysis 

After preprocessing a section of the file, we decided to extract certain features we deemed 

would be key to any kind of analysis. The processed dataset includes twelve columns including 

(See AppFig 2 in the  appendix): 

● Subject 

● Date 

● From(Name):name of person who sent email 

● To(Name): name of person who received email 

● CC 

● BCC 

● Folder: folder in which the message was found) 

● FileName: name of the individual email file in .pst of .nsf formats) 

● From(email): email address of sender 

● To(email): email address of recipient 

● ContentType: description of data type and charset (ascii or ANSI) 

● EmailContent: contains body of the email including signatures 
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A few interesting things we found from the analysis were: 

● Redundant messages exist but they have unique message IDs 

● There were many newsletter subscriptions from sports and financial magazines.  

● There were some emails from family and friends of the employees 

● Some emails are notifications of email reception or scheduled meetings 

● A few email messages contain the subject line “CONFIDENTIAL” while others contain 

descriptive subjects. Some emails under “CONFIDENTIAL” indicate the attachment of 

documents to the email whereas others seem to be office gossip type emails. 

● The names of the email folders where the emails were stored are present in the 

“message” column. Some of the labels include: Inbox, All documents, Notes inbox, sent 

mail 

● We noticed that the number of emails being received is significantly larger than the 

number being sent out (see figure 1 below) This is an odd discrepancy as information is 

usually exchanged through email. It may indicate a large amount of commercial emails 

and newsletter coming into the organization. 

 

Research Questions 

We wanted to analyze the email dataset to see if there were any emails which may contain 

traces of the Enron accounting scandal. To find the answer to our question we strategically 

analyzed the contents of the email. To narrow down the email bodies which will undergo 

analysis, we proposed to 

1. Classify messages as Spam or No Spam to clean the dataset 

2. Classify the emails as Business or Personal to further narrow down the dataset 

3. Find out the proportion of emails sent during office hours versus after office hours using 

timestamps.  

4. Draw a network graph to show strength of relationships between employees who 

exchange the most emails versus those who share the least 

Figure 1: Discrepancy between emails sent and received 
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Techniques used for dataset analysis 

Labelling the dataset: 

 

In order to apply classification methods to an unlabelled and categorical dataset, we had to get 

creative in the way we approached our research questions. Literature analysis of email data 

was done to gain ideas about the kinds of research questions we could ask for this assignment. 

One common theme stood out: intent analysis; surveying the email body to predict the goal of 

the email (scheduling a meeting or status updates). This was an interesting idea but all of the 

email datasets used in the journal articles were already labelled (either through crowdsourcing 

or hiring annotators) and none of these labelled datasets were freely available.  

 

It became clear to us that the machine learning techniques we could apply to this text dataset 

would for text analysis and processing, not necessarily to predict an outcome. Given the history 

of the dataset, we thought it would be interesting to search for traces of the Enron scandal.  

 

Our spam classification question allowed us to both process the dataset and run an algorithm to 

predict the presence of spam. Our criteria for spam included ‘spammy’ subject lines( like ‘lose 

weight now’), commercial email address(like customer@amazon.com), newsletters (like 

AnchorDesk), regular advertising, internal communications and reading notifications. We looked 

for these characteristics in three columns: Subject, From(name), From(email). We then created 

a list of keywords for these “spammy” characteristics and ran functions to label the emails as 

spam if they contained the key words from the list. When the functions ran over the whole 

dataset, only 649 of them were labelled spam. We knew there had to be more and so we 

decided to make spam classification one of our research questions. To create our models and 

to test the metrics, we used these spam emails and some (manually verified) non-spam emails 

to create a training set of 1000 observations. The emails used for this training dataset were 

deleted from the original dataset. We ran this dataset through SKLearn’s Train-Test split 

algorithm (80% training and 20% test) to feed the data into our classification models. We tested 

five different machine learning methods: Multinomial Naive Bayes, Label Propagation, Decision 

Tree, Logistic Regression and Neural Networks. Logistic Regression had the best metrics and 

so we decided to use this to classify the rest of the spam in the dataset, in a semi-supervised 

manner. Please see Table 1 below for the Logistic Regression metrics and AppFigs 3-5 in the 

appendix for the metrics on the rest of the algorithms. 

 

We wished to use the whole dataset for analysis because the dataset was not in chronological 

order and we were not sure which emails may contain information on the scandal. The 

computational power required to process the dataset in its entirety was beyond the capacity of 

our machines and so we decided to focus on emails that were sent between 7am and 7pm. This 

allowed us to capture the normal work hours, as well as a few hours before and after. From 

500,000 observations, we narrowed down our dataset to 280,000 observations. 

 

mailto:customer@amazon.com
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The initial number of spam emails we found (649) was too little a number considering our more 

focused dataset had over 280,000 observations. So we decided to perform a second spam 

cleaning, this time only focusing on the sender emails (From(email) column). Those emails 

whose email domain names were those of commercial enterprises (including newsletters) were 

considered spam. There were some email addresses from Enron that were responsible for 

sending company wide announcements (chairmain.office@enron.com, 

announcements@enron.com, etc.);those were considered spam as well. There were some 

spam emails whose domain names were from external email companies like “Yahoo”, “Aol” or 

“Hotmail”. We couldn’t select these domains to be considered spam as that would mis-classify 

many personal emails. Using only the spammy email domains from the From(Email) column, we 

managed to label 29,000 emails as Spam and clear them from our more focused dataset. We 

were now working with approximately 250,000 emails. 

 

We knew people used their corporate emails for personal affairs so classifying emails as 

business or personal became our second classification task. Unlike spam filtering, very little 

manual work was done for this. We used Kmeans clustering to extract the key-words used in 

email subject lines, retrieved the top 10 words from our clusters, found common overarching 

themes between the words and came up with six different labels.  

The labels and their key-words include: 

 

● Bmeeting (business meetings):  ["meeting", "schedule", "memo", "conference", 

"agenda", "date"] 

● Bfollowup (business follow-up): ["agreement", "report", "chart", "announcement", 

"draft", "change", "procedure", "late", "deadline", "proposal", "contract", "letter", "follow-

up", "summary", "supplemental", "approval", "template"] 

● Bgeneral (business general): ["gas", "energy", "power", "development", "global", 

"organizational", "operation", "customer", "intern", "associate", "hiring", "position", 

"patenting", "finance", "restruct", "balance", "stock", "transport", "model", "management", 

"executive", "infrastructure"] 

● Bconfidential (business confidential): [ ["confidential", "privacy", "secret", "topsecret", 

"alert", "board", "committee", "fraud", "scam","fbi", "investigation", "access", "proceeds", 

"donation", "transaction", "liquidation", "risk", "lawsuit", "sue", "violation", "criminal", 

"criminous", "scandal"] 

● Pfamilyfriends (personal family and friends):["girlfriend", "boyfriend", "fwd", "buddy", 

"whassup", "weekend", "plans", "football", "hunt", "friends", "wife", "husband", "hubby", 

"drugs", "holiday", "season", "winter", "summer"] 

● Other(anything outside of these keywords)  

Machine Learning Techniques applied 

 

We applied a number of NLP methodologies such as TF-IDF, tokenization, word2vec, stop 

words filtering and bag-of-words to clean up and format the text to feed it into appropriate 

machine learning algorithms. Along with NLP methodologies, we performed string slicing, 

mailto:chairmain.office@enron.com
mailto:announcements@enron.com
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removing spaces, tabulations, newline characters, punctuations and digits (numbers). The three 

algorithms we ran for our final analysis are Kmeans clustering, Logistic Regression and Naive 

Bayes. 

K-means Clustering 

 

The email content contains a large number of words that the algorithms must to parse through 

and analysis of a dataset as large as ours would take a very long time.  For this reason, we 

decided to focus on email subject lines for K-means clustering. Email subjects generally contain 

the main idea of the email content and can help us to group the emails using a focused 

vocabulary. To reflect how relevant a word is in a given email collection, we first used the 

feature extraction method, term frequency - inverse document frequency (TF-IDF), to extract 

meaningful words from the “Subject” Column. After that, we used the Elbow Method to find the 

optimal number of clusters for our problem (best k) (See figure 2,  24 is the best value of k) 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

We performed the Kmeans clustering algorithm to partition observations into 24 clusters in 

which each observation belongs to the cluster with the nearest mean. We found the top 10 

terms in each cluster  

 

Logistic Regression 

 

Figure 2: Result of Elbow Method showing the best K at K=24 
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In order to find the words typically present in emails that are spam versus those that are not, we 

first applied the bag of words algorithm to the email content column of the labelled spam/not-

spam dataset(the dataset with 649 spam and 351 non-spam emails ) and stored it in a new 

dataset which only includes a bag of words as columns. This method helps us to record the 

occurrence of each word in the subject and use it as a feature for training a classifier. At the 

same time, we remove the stopwords and the stemming words from the column. 

 

Then, we split the dataset into two sets - 80% of data as training set and 20% data as testing 

set. The column “Spam”, on which we want to build a model, is a binary dependent variable and 

we want to measure the relationship between the categorical dependent variable and one or 

more independent variables. We chose to use the logistic regression model and trained the 

model to predict whether the email is spam based on the words frequency. As table 1 shows,the 

accuracy, the precision score, recall score and f1-score are all close to 1 which is very high. It 

may be because the email content of the test data was too close to that of the training data. 

 

 

 
Because of the logistic regression model’s high accuracy, we decided to use it recursively to 

predict the label ”Spam” on the whole dataset for further work.  

 

Decision Trees 

 

Over eight different multilabel classification algorithms were run on the Business/Personal 

dataset: 

● Linear Support Vector (multiclass=OVR) 

● Linear Support Vector (multiclass=crammer-singer) 

● Bernoulli Naive Bayes 

● Decision Trees Classifier 

● Extra Tree Classifier 

● Extra Trees Classifiers 

● K-Nearest Neighbors 

● Logistic Regression (multinomial) 

 

Out of all of them, Decision Tree performed the best ( see figure 3 below). Please see AppFigs 

6-12 in the appendix for the rest of the metrics. We created a pipeline using the “One vs rest 

classifier” method with SkLearn: CountVectorizer, TF-IDF Transformer and the Decision Tree 

Table 1: Logistic Regression metrics on 80/20 train-test split 
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that converted the email content into vectorized word counts. They had also been applied to 

GridSearch, aiming to find the best parameters for tf-idf count and vectorizer ngram range. We 

obtained a best performance of 73% accuracy with TF-IDF use set as False and vectorizer 

ngram range of (1,1).  

 

The pro to using DT was that it gave the best accuracy on our dataset, 73%. This represents 

6% more efficiency than the second best performed algorithm (LinearSVC). 

The con to using DT was that it was not the cheapest algorithm because it consumed the most 

time to classify (1h58m38s) for 10,000 samples as a subset of the final version of our dataset. 

 

Discussion and Analysis  

Number of emails classified spam: Manual vs algorithmically 

By simply matching key spam words, in total we managed to classify 29,000 out of 280,000 as 

spam. We attempted to label all of the spam emails contained in our data set with 250,000 

observations. As mentioned above, Logistic regression gave us the best metrics for spam 

detection so we attempted to use it to predict labels of unlabeled emails and store the predicted 

labels in the spam column. To do this for the whole dataset: 

1. We performed the bag of words technique on the email body of the labelled spam and 

unlabelled spam dataset 

2. Concatenated the labelled bag of words dataset (1000 labelled observations) on top of 

the unlabelled bag of words dataset (250,000 unlabelled observations with empty spam 

column) 

3. We defined a size variable as 1000 samples for our training set  

4. Then using a while loop (with the condition that the size is less than or equal to the 

length of our whole dataset, 250,000), we ran the first 1000 rows(which were from the 

labelled dataset, with each row as a bag of words) as training into our logistic regression 

algorithm. 

 Figure 3: Decision Tree best score and best parameters 
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5. Then we added the next 1000 unlabelled rows (each as a bag of words) in our 

concatenated dataset as our test set, on which the model predicted spam or not spam 

6. The predicted label was written into the spam column 

7. The ‘size’ variable was doubled after each run. This means at the end of the first run, our 

dataset had 2000 labelled observations which will again be run into the logistic 

regression algorithm as a training set. This time, the length of the unlabelled test set 

selected will also be 2000. At the end of this second run, the number of labelled data we 

had was 4000. 

8. The while loop was conditioned to end when the size variable equaled or became 

greater than the length of the whole dataset (250,000) 

9. Our training-test split was 50% each time. See the appendix for the link to our 

notebook. 

 

In total, we managed to label close to 30,000 emails as spam from our whole dataset. 

Number of emails classified as business, personal and their subcategories 

 

Our K-Means clustering algorithm gave us twenty four words’ clusters. Table 2 below provides 

three examples. Please see AppTable 1 in the appendix for the rest of the clusters. The top 

words in cluster five and cluster 14 are more related to the business information. Cluster 14 is 

interesting as it includes the CEO name and other employee names who were involved in the 

scandal. The top words in cluster one are more related to personal information. We decided to 

group the clusters into six different categories: four related business topics, one for personal 

and one classified as other. 

Narrowing down the subtags we were able to compact the 24 clusters into 6 that hold the 

meanings we needed to interpret emails falling into one or another subclass. At the end we also 

label encoded this target variable with numbers from one to six, divided in that order: 

● Bmeeting (1): any emails about attending or scheduling meetings 

● Bfollowup (2): any emails related information exchanges 

● Bconfidential (3): any emails containing sensitive information 

● Bgeneral (4): any emails about the company’s every day procedures 

● Pfamilyandfriends (5): any emails from friends and partners or about social events 

● Other (6): any email that does not fall into the above five categories 

 

Cluster 5 Cluster 14 Cluster 1 

summer 

 internship 

 intern 

 interns 

 associate 

 internships 

 enron 

 

 ken 

 lay 

 proceeds 

 donate 

 stock 

 sales 

 demand 

 hey 

 matt 

 fw 

 girlfriends 

 girl 

 fwd 

 buddy 
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 position 

 hiring 

 plans 

 enron 

 skilling 

 cnnfn 

 

 whassup 

 man 

 sue 

 

 
We ran a Decision Tree Classifier in the final version of the cleaned dataset but once we 

performed the TI-IDF and Vectorizer in the train and test sets, we got different numbers of 

features that came from word vectors. In this very sparse multidimensional dataset, features on 

the test set were not traceable as the labels were created based on the training portion and not 

necessarily word vectors and tf-idf frequency count are the same for testing instances, so the 

correlation is lost. The way to go around this was to create a Pipeline from Sklearn and use the 

accuracy metric from GridSearchCV to evaluate the model (model.best_score_), it also gives 

best parameters (model.best_params) (See figure 3 above).  Then we would be able to 

recursively automate the subclass labelling process to the rest of the data. 

 

Figure 4 below shows the number of emails labelled by the various multiclass labels.. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

It is interesting to see that the label for “other”(6) is the most occurring label in the dataset. This 

may indicate that the email subject line did not provide as focused a vocabulary set as we had 

hoped for. The personal emails may also need to be further divided into subcategories with 

more keywords.  Another reason for the high number of “other” labelled emails could be the 

existence of spam that didn’t get cleared away during the cleaning process.  

The next highest number of emails are those labelled ‘bgeneral’(4), which is not surprising as 

this category includes words that may relate to everyday procedures in the organization. The 

label with the fewest emails is the business meeting email. This makes sense as there isn't 

Table 2: Examples of three clusters obtained from Kmeans algorithm 

Figure 4: Classification label by email count 
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much back and forth that happens between emails where meetings are scheduled; the meeting 

information is present and people are expected to show up. The ‘bconfidential’ (3) label has the 

second lowest email count. A preliminary analysis of this label revealed that some keywords 

such as “access” that was present in our list of confidential words classified emails as 

confidential, when they weren't.  Perhaps our list of words for each category needs to be more 

extensive or account for more subclasses like business collaborations and HR related items.  

Indications of Fraud from emails? 

For the construction of the network graph (figure 5), we only focused on emails that were sent 

from the ‘Enron’ domain name. In the original dataset, there were over 4000 nodes or senders 

of emails within the organization. A closer look revealed that many email addresses sent only 

one email. This could be due to the way our email dataset was partitioned (according to office 

hours and not in order of year). Email addresses were filtered based on the number of emails 

sent with the threshold being 1000. Since the dataset contains four years worth of emails, the 

sending of 1000 emails over the course of four years is a reasonable threshold for a large 

organization. After narrowing down the number of senders, we also narrowed down the number 

of receivers by setting the threshold to 500 emails. This led to a network graph containing 17 

nodes and 45 edges. It is clear from the graph that the majority of the email is being sent to 

three email addresses: ‘vkaminski@aol.com’, “suzanne.adams@enron.com” , 

and ”pete.davis@enron.com”.  

mailto:vkaminski@aol.com
mailto:suzanne.adams@enron.com
mailto:pete.davis@enron.com
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A cross analysis between our 

business and personal 

labelled dataset reveals that Vince has received 827 emails that can be classified as business 

confidential whereas Suzanne and Pete have received 76 and 36 respectively. It can be inferred that 

Vince may have a higher position in Enron than Suzanne or Pete. Although all three of them are 

constantly in contact with other employees, Vince appears to be receiving more of the sensitive 

information regarding the company which may indicate that Vince was a member of the upper 

management.  

 

We also found certain emails that revealed the presence of the scandal within the company. In 

one email, the individual is talking about not being able to have cash at hand because Enron is 

facing possible legal action by a creditor (See AppFig 13 in appendix). Looking at only the email 

addresses labelled ‘bconfidential’(3), a few interesting insights were found. 

Below are the graphs for receivers of confidential information(figure 6) and senders of 

confidential information(figure 7).  First of all, we can see Vince Kaminski’s email appear in both 

the graphs for sender and receivers. What is even more interesting is that the email address 

that receives the confidential email is different than the one that sends the confidential email. It 

may be that he is unable to access his Enron email from home and is resorting to forwarding the 

important emails to his personal email to continue the work after work hours. Further email body 

Figure 5: Network graph depicting top three email recipients 
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analysis needs to be done to reach any conclusions about Vince and his involvement in the 

scandal, if any. Another  interesting finding  is that Jeff Skillings and Kenneth lay (former CEOs 

of Enron) are receiving emails that we have labelled confidential, however, they are not in the 

list at all for those who are sending confidential information. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

It may be that managers and other upper management officials were keeping the CEOs in the loop  

Figure 6: Top 15 recipients of emails labelled ‘bconfidential’ 

Figure 7: Top 15 senders of emails labelled 
‘bconfidential’ 



15 

and were meeting with them in-person to discuss the details. A closer look at figure 6 reveals that 

there are 2 email addresses that may potentially belong to Kenneth Lay; one that is 

kenneth.lay@enron.com and another that is klay@enron.com. This is an interesting find as the first 

email address is not receiving much confidential information (kenneth.lay) but the second email 

received over a 1000 emails that can be classified as confidential  Again, further analysis of the 

email body is required for any concrete explanation as to the type of information being exchanged or 

if the second email belongs to Kenneth Lay to begin with.  

 

Limitations: 

This is a very complex dataset and we were a little optimistic in thinking that we would be able 

to capture the “Fraudulent” actions by reading in between the hidden email lines in such a short 

amount of time. We were dealing with half a million raw email data that we struggled to master 

the preprocessing, mining, slicing, cleaning, engineering techniques that helped us to make this 

multi-classification problem into something digestible to human eyes while complying to 

computational processing rules. 

The cleaning steps were not possible to be done in one shot so it was divided in some steps 

throughout the iterative exploratory process. Due to the complexity of subjects, jargons and 

slangs, the rule creation was challenging and most of our work was performed on the cleaning 

task. 

 

We ran some of the machine learning algorithms in a testing scenario, attempting to find best 

matches for the multi-step cleaning and also classification but as the dataset was still too large 

and after tfidf/vectorizer also too sparse our kernel died many times and some other times we 

just gave up because it was taking to long to perform a task. E.g.: The dataset originally had no 

labels, so we managed to manually label 649 samples and we attempted to replicate these 

labels to the rest of the data by running a Logistic Regression model in a while loop to classify 

the whole dataset as spam/no-spam but after 36 hours we stopped the algorithm and decided to 

use only 10,000 samples for the rest of the study instead of trying to use the over 250,000 

samples we ended up having after the cleaning steps. 

 

We lacked the domain knowledge needed to understand the procedures in the company. There 

were some emails which contained employee discussions on how Enron was being portrayed in 

the media (see AppFig 14 in the appendix) but their use of jargon made it difficult to understand 

whether they were talking about procedural items or things that went against the norm. 

 

Future Work: 

To build on this work, we should focus on ordering the email dataset based on time to detect 

specific email threads. This could help us label groups of email in a faster manner with less 

processing power. We can also change our method of processing the text; instead of using bag-

of-words to identify common features between emails, using n-grams to detect common 

phrases may help narrow down the types of emails matched to certain labels. Since there is 

mailto:kenneth.lay@enron.com
mailto:klay@enron.com


16 

historical data available on this scandal on the internet, it may be more useful to read up on the 

newspaper articles and available investigative reports on Enron and use specific words and 

names as keywords for matching confidential emails. It is very unlikely that email subject lines 

would contain keywords that could be traced back as being confidential. More external research 

should be done for us to become more familiar with the jargon. 

Self assessment 

 

Chenyu Fang: I am responsible for data cleaning, data sorting, k means algorithm and logistic 

regression algorithm. I splitted the original dataset into several meaningful columns and applied 

the bag of words and tf-idf algorithm to the dataset. I mainly answer the research question of 

categorizing emails and predicting the content of emails is spam or not. Also, I did the writing 

part of what I mentioned before.  

 

Faria Khandaker: I created the labelled spam datasets and  wrote the functions to label spam 

and business/personal from a list of keywords, tested classification of spam with multinomial 

naive bayes, decision trees algorithm and SK-Learn’s Label Propagation algorithm and created 

the presentation slides accordingly. I also processed the data and ran the functions for creating 

the social network graph. I wrote sections 1-4, 6, added figures to  section 7 and wrote parts of 

section 5(on dataset labelling and how the logistic regression while loop works) and was 

responsible for editing and formatting the report. 

 

Celio Oliveira: I organized the project, scheduling virtual “stand up” meetings following Agile 

methodologies, created task commits to the group, mentored our investigative team and led the 

Data Science research project. During the testing part, I implemented some Neural Networks 

and Deep learning methodology for the spam classification but they ended up being too 

expensive and not very efficient. I was also responsible for the last step of the data cleaning, the 

subclass label definition using the clustered output from K-Means, and the final Pipeline 

creation with the Grid Search and the Decision Tree Classifier. For the presentation, I worked 

on the powerpoint, the art and some of the content. For the final report, I wrote some of the 

content for Machine Learning, Discussion and also Limitations chapters, and prepared the final 

jupyter notebook. 
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Appendix  

Link to our notebook: https://github.com/CROliveira/University-of-

Toronto/blob/master/EnronFraudClassification.ipynb  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

https://github.com/CROliveira/University-of-Toronto/blob/master/EnronFraudClassification.ipynb
https://github.com/CROliveira/University-of-Toronto/blob/master/EnronFraudClassification.ipynb
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AppFig1b: Raw message string from 
“message column” 

AppFig1: the raw Enron dataset without any preprocessing 

AppFig2: Processed Enron Dataset 
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AppFig5: Decision Tree metrics for spam classification 

AppFig4: Label Propagation metrics for spam classification 
AppFig3: Multinomial Naive Bayes metrics for spam 
classification 
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AppFig6: Linear SVC with OVR metrics for multilabel 
classification 

AppFig7: LinearSVC with Singer-Crammer metrics 
for multilabel classification 
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AppFig8: Bernoulli Naive Bayes metrics for 
multilabel classification 

AppFig9: Extra Tree Classifier 
metrics for multilabel classification 

AppFig10: Extra Trees Classifier metrics for multilabel 
classification 
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AppFig11:K-Nearest Neighbors 
classifier metrics for multilabel 
classification  

AppFig12: Logistic Regression with 
multinomial metrics for multilabel classification  
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Kmeans Clustering results 

Cluster 0 fw,agreement, new, update,gas,energy,power,2001,report,00 

Cluster 1 hey,matt, fw, girlfriends,girl,fw, buddy, whassup, man, sue 

Cluster 2   ca, development, energy, ees, schedule, 02, ferc,fw, ii, 

agreements 

AppFig 14: Example email of employee showing 
concern about Enron trading practices 

AppTable1: K-Means clustering results 

AppFig13: Example email of employee talking to family 
members about Enron scandal 
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Cluster 3 org, chart, announcement, charts, draft, global,fw, memo, 

organizational, changes 

Cluster 4 contacts, key, operations, enron, fw, legal, weekend, online, 

customer, late 

 

Cluster 5 

summer, internship, intern, interns, associate, internships, 

enron, position, hiring, plans 

Cluster 6 ready, fw , testing ,football, virtual, ship, hunt, rumble, tissue, 

patenting 

Cluster 7 info, contact, fw, new, alliance, need, alert, gas, steve, 

customer 

Cluster 8  staff, meeting, ferc, mtg, meetings, room, conference, ets, 

egm, report 

 

Cluster 9 

nimo, jan, 2000, proposal, contracts, nyseg, letter, navigant, 

final 

, draft 

Cluster 10  enrononline, executive, 2000, summary, report, management, 

2001, november, december, october 

Cluster 11 options, real, tw, expiration, operational, procedures, gas, 

capacity, conference, update 

Cluster 12 meeting, employee, committee, fw, board, today, prc, agenda, 

monday, group 

Cluster 13 subscription, renewal, trial, rdi, rolloff, restructuring, finance, 

template, free, april 

Cluster 14 start, date, hour, hourahead, codesite, 01, 02, 12, 10, 24 

Cluster 15 notification, trv, 2001, erv, 10, 11, east, totals, ng, west 
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Cluster 16 sheet, term, data, ca, fact, balance, fw, revised, cover, draft 

Cluster 17 weekend, outage, 02, 00, report, 11, 12, supplemental, 27, 

notes 

Cluster 18 enron, request, mentions, corp, com, access, fw, proceeds, 

donate, stock 

Cluster 19 sithe, independence, turndown, mw, liquidations, ontario, 

people, transaction, oa, financial 

Cluster 20 apb, checkout, check, missing, deals, fees, checkout, fee, 

deal, richter 

Cluster 21 01, report, 11, 10, weekend, outage, approvals, credit, eol, 05 

Cluster 22  storage, gas, cgas, egan, fw, ces, transportation, model, tco, 

bellingham 

Cluster 23 reminder, meeting, fw, holiday, thursday, conference, drugs, 

final, enron, trading, from sklea 
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